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Abstract
Despite the onset of high-frequency trading and the increasingly quantitative nature 
of investing, inefficiencies still exist in the global financial markets. Our research 
utilizes large data sets, advanced machine learning, and human insight to uncover 
such inefficiencies, with an emphasis on highly leveraged exchange-traded funds 
(ETFs). We then exploit these inefficiencies by using a net-zero market exposure 
arbitrage strategy on our proprietary algorithmic trading platform to execute short-
term, consistently profitable trades.

The Data
Through a grant offered to us by the Office of Undergraduate Research and Fellowships we 
purchased a database of market data dating back 17 years with millisecond frequency.  We 
loaded this data into a SQL database that we could use to back test all of our models and we 
leveraged Tableau to help with our data visualization.
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The Algorithm
Our algorithm uses what’s known as a stochastic time series model with Bollinger Bands to 
determine the most effective entry and exit points for our trades:

𝐵𝑢 = (𝑀𝐴𝑛 + 𝐾σ)
𝐵𝑙 = (𝑀𝐴𝑛 + 𝐾σ)

The most challenging aspect in executing this kind of transaction is ensuring you get both legs of 
the execution at the right price.  Our first attempt was to execute a combination order at a 
singular limit price for both legs of the transaction.  This, however, proved to be nearly 
impossible to execute because combination orders are not native to the exchanges we were 
trading on.  

We found that almost all of our orders of this type got clogged up on Interactive Broker’s internal 
servers and they were unable to route our transactions to the exchanges unless they were 
certain that these orders would be filled.  Due to our aggressive pricing model, IB would not 
allow our orders to be sent without serious slippage (loss of principal due to the spread in the 
bid/ask)

The algorithm you see on the screen to the left uses a different approach.  Here we send out 
each leg as its own independent transaction.  First we send out a limit order for whichever leg 
has a lower trading volume (lower liquidity) and then if it fills we immediately send off a market 
order for the other leg.  This approach is much less about timing and more about high frequency 
trading.   

Data Visualization 
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